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ROLE LIFECYCLE MANAGEMENT - OVERVIEW 

INTRODUCTION AND OVERVIEW 

A role is an object that associates some number of people or identities with a common set of access rights or entitlements. Roles 

have become a common tool to simplify how people talk about access rights. For example, someone may have read/write access to a 

source control system, the ability to work on issues in a defect tracking system, have read/write access to the engineering 

SharePoint portal and read/write access to the engineering folder on the corporate file share. If we define a role called “software 

engineer” and associate all of those entitlements with that role, we can simply say that person has “software engineer” access. Not 

only does that simplify the description of their access rights, but giving that role a descriptive name (“software engineer”) provides 

business or functional context. 

Roles present an opportunity to create a common and mutually understandable language of access between business and IT. When 

they collaborate on the development of roles, they are defining a common vocabulary they can use to properly manage and govern 

user entitlements. The business can associate users with these roles to provision or explain their entitlements based on their job 

function, location, or project assignments. The view business users have of a user’s access becomes simpler to understand and more 

meaningful because their role aligns with how business users think about people within the organization. IT associates entitlements 

with these roles, making it easier to ensure that users can request and be granted only the appropriate access. 

Another important aspect of roles is that while a role has a collection of users and an associated collection of entitlements, this 

association really describes a user’s authorized entitlements and not necessarily their actual ones. This notion of “authorized” vs. 

“actual” entitlements is important for any roles lifecycle solution. Ideally the assignment of a role is tightly linked to the automatic 

provisioning of their authorized entitlements. But holding a role just authorizes the user to be granted those entitlements. Being 

assigned a role does not in and of itself mean a user has been granted the underlying entitlement, nor does it change how the 

underlying application authorizes an individual to use those entitlements. 

Roles can usually be separated into two types, business and technical, designed to address different ways of simplifying the view of 

user access. 

Business roles are aligned around a person’s relationship to the organization, are most commonly associated with job titles or job 

codes and are often referred to as job roles. Similarly, project roles are business roles that are associated with various projects 

within the organization. Business roles may also be aligned with other criteria such as location, workflow or organization. . The 

benefit of business roles is that they can be easily associated with employees based on their function or ‘role’ within the organization. 

These business roles make it easy to enable access for new employees or to adjust their access as they change job functions or the 

work they are doing. Finally, aligning business roles with a person’s functions and responsibilities simplifies and increases the 

accuracy of a manager identifying inappropriate access during entitlement reviews and granting new access as required. 

Technical roles help abstract the implementation of business functions from the IT infrastructure. They allow the entitlements 

granted to a business role or a user to remain constant even when the underlying applications or technology that provide those 

capabilities changes. In addition, they hide the technical details of a function and refer to it in more understandable terms. For 

example, it is easy to understand the function ““purchase order approver” even if that technical role is associated with very technical 

entitlements not easily understood by business users. The existence of the role means those technical details can largely be ignored 

by the business user. Similarly, if the purchasing application or infrastructure changes, the details of the role can be changed without 

requiring the business to change its view of the user’s entitlements. 

If no roles exist within an organization, it is usually better to start by defining business roles and then, if needed, introduce technical 

roles in a future project. Business roles typically produce greater benefits for a larger number of people than pure technical roles. 

Once business roles are defined, technical roles really come into play to simplify business role definitions and abstract the underlying 

technical details of business capabilities.  

THE BENEFITS OF ROLES IN ACCESS GOVERNANCE 

As discussed above, the main purpose of roles is simplifying how we describe user access. This simplification is beneficial in many 

ways when it comes to access governance. 

SIMPLIFIES ENTITLEMENT REVIEWS 
Entitlement reviews are simplified (and made more accurate) when there are fewer entitlements to review and those entitlements 

are easier to understand. If roles were not available, a reviewer would have to examine all of their users’ granular entitlements, 

many of which would be described in technical, hard-to-understand terms. This would make it more difficult to determine if they are 

appropriate, raising the risk that a reviewer will leave an entitlement in place if they do not understand it, in fear that removing it 

would make it impossible for the person to do their job. Introducing roles into the process consolidates the entitlements required for 

their job functions into applicable roles, makes the review decision easier and allows reviewers to focus on those entitlements not 

covered within roles (out of role entitlements). 

ENABLES AUTOMATED JOINERS AND MOVERS PROCESS 
One of the major causes of inappropriate access is people carrying entitlements from job to job as they move within a company. 

Access governance solutions can help automate the detection of such “movers”. When used in combination with roles, this is a very 

effective means of ensuring that a user’s access is adjusted as they move. Business roles, as opposed to technical roles, are useful 

because they are associated with the user’s business context and often directly associated with their specific function. As their 



functional responsibilities change, the access required for that function can be easily granted to them. Similarly, these same 

associations of roles to business context can be used to automatically grant appropriate access to people joining the company. 

SIMPLIFIES SEGREGATION OF DUTIES: 
Audits commonly find users who have conflicting access rights and entitlements – for example, a finance clerk with access to both 

the accounts receivable and accounts payable modules of an enterprise resource planning (ERP) system. These entitlements will 

allow the clerk to single-handedly create and pay a purchase order, which violates segregation of duties policies. While it is very 

difficult and-time consuming to detect such violations on a per-user basis, using a job role to define all the entitlements a user 

should have to perform his or her job makes it much easier to enforce proper segregation of duties. All that is required is checking 

roles against each other and making sure that each role contains no conflicting privileges. Users are less apt to have segregation of 

duties issues in this model as their roles should be aligned with their current job function. 

SIMPLIFIES USER ACCESS MANAGEMENT 
Roles also make it much easier to provide users with new access rights. In addition to the access users should automatically be given 

based on their job function, organizations can also define project roles that describe the temporary access users may need for 

specific projects. When people need to be added to a project, they can simply be given the access rights defined by the appropriate 

project role. Without these roles, determining the access needed for a particular user joining a project can be error-prone and often 

inefficient, and the additional access is often not removed when they leave the project. 

Technical roles help ensure the appropriate access is granted without having to understand the technical details of enabling that 

access. For example, requesting a technical role of “purchase order approver” is much more straightforward than having to 

understand the specific application entitlements, storage entitlements, etc. that they need to perform that simple function. 

In much the same way roles help simplify how people request access, they help in the full lifecycle of access management. Approving 

access requests becomes simpler because in many ways the role defines a purpose or justification for the access being requested. 

Supervisors looking at their employee’s access can more easily identify any inappropriate access a user may have when it is 

organized into roles, as they may notice roles that no longer match that person’s responsibilities. 

METHODOLOGY OVERVIEW 

The rest of this document will guide you through an approach to successfully deploying roles to realize their benefits for access 

governance. This approach consists of the following phases: 

Defining the project scope and objectives – Ensuring the success of the project by identifying a manageable scope, identifying 

and involving the right participants, agreeing on clear objectives and establishing appropriate timelines. 

Gathering the required data – Roles enable a simplified view of users’ access. In order to simplify that view, we need to start with 

an accurate and complete view of that access. 

Defining the roles – This is the process of discovering and defining the roles and ensuring proper collaboration throughout the 

process. This section will discuss the different aspects of creating and validating both business and technical roles. 

Deploying the roles – In many ways roles define a new language that people use to talk about access. Roles should not be 

deployed without proper education and training about their meaning and how to use them in day-to-day access governance and 

management. 

Managing roles – Regular and proactive management of roles helps ensure their effectiveness and accuracy. Realizing and 

measuring the benefits of roles – Quantifying the success of a roles project is the key to expanding its scope and effectiveness. 

DEFINING THE PROJECT SCOPE AND OBJECTIVES 
Many roles projects are doomed before they start because this important step is ignored or not appreciated. Before any role mining 

tool is selected and any roles mined or deployed, it’s very important to identify key stakeholders in the process, establish a 

manageable scope and set clear objectives for the project. 

DEFINING A MANAGEABLE SCOPE FOR BUSINESS ROLES 

First you should define a manageable scope for the roles project. For business roles, identify a segment of the business (such as a 

department or business unit) to focus your initial project on. This department or business unit should meet as many of the following 

requirements as possible: 

 The business unit must be educated in and believe in the value of roles in access governance and management; 

 The business unit must be willing to be an active participant in the building, refinement, and deployment of roles, and to engage 

in their active use in order to measure their effectiveness. 



 The business unit must be able to articulate how it defines its users’ job functions. A good test for this is if the business unit has 

a clear list of job descriptions or job codes. If they have not defined clear job descriptions for their people, defining roles 

associated with those job descriptions or functions will be difficult. 

 It must be able to provide access to identity information for people within that department or business unit that support 

distinguishing each person’s job from others. 

 It must be able to identify a finite set of applications used within that business unit and have access to the associated user 

entitlement information. Ideally, the access governance team should already have good visibility into those user entitlements in 

its access governance solution, with the access rights recently reviewed for accuracy. If that is not the case, part of the roles 

project plan must include getting visibility into those applications’ user entitlements. 

A good candidate for an initial business role project may be a small business unit with hundreds to thousands of users that has 

departmental- or business unit-specific applications, and a limited set of job codes or titles.  

DEFINING A MANAGEABLE SCOPE FOR TECHNICAL ROLES 

When building a set of technical roles, look towards the application owners or IT more than the lines of business. They are a better 

source of information since the goal of these roles is to simplify how we talk about access to an application or set of applications 

rather than simplifying our view of uses access. Start by identifying either specific applications that are in need of a clearer 

description of its access requirements or a set of applications or infrastructures that work together to serve particular business 

functions. When choosing which applications or infrastructures to model technical roles for, keep in mind these additional guidelines: 

 The applications you start with should ideally be used by either one or a very small number of business units or departments. To 

truly measure the effectiveness of technical roles, we will need to validate them with the business users who will interact with 

them the most. Having the fewest business units and people involved will reduce the complexity of the project. 

 Be sure you have access to the user entitlement information for the applications you choose. This information should ideally 

have been reviewed for accuracy and mappable back to the people within the lines of business. Avoid applications with large 

numbers of orphaned accounts. 

Ideally, you should pick applications that enable user access through combinations of different user entitlements, either within a 

single application or through a combination of entitlements across multiple applications. These are the applications where technical 

roles will typically have the biggest value. Just as you don’t want to provide each business user their own business role, you don’t 

want to pick applications which require defining a technical role for each entitlement. 

Try to pick applications that are owned or managed by as few people as possible or at least owned by people within the same or 

similar organizations. The fewer cooks in the kitchen, the less chance of conflict or competing interests.  

Application owners should be able to articulate common groups of access rights that they are typically enabling or disabling for users 

and be able to explain the capabilities those combinations provide to the user in business terms. Remember, technical roles can be 

focused on single applications or on a group of connected applications used to support some business capability. The key to keeping 

the scope of a technical roles project reasonable is to focus on a particular type or set of related applications used by a clear set of 

people within the business, and that are managed either by the same group of IT people or the IT group within the same line of 

business as the users of the applications. This will greatly reduce the number of different stakeholders in the process and, again, the 

chances of conflict or competing interests. 

IDENTIFYING AND ENGAGING KEY STAKEHOLDERS 

Once you have defined a manageable scope for your roles project, identify the key stakeholders and set expectations with them 

about their responsibilities. The key stakeholders and their responsibilities are: 

 Application owners must provide accurate user entitlement information. When building technical roles, application owners will 

need to review any candidate roles to help identify how the discovered patterns of user entitlements map to a business function 

  Line of business sponsors help ensure that business managers participate in the process, and are the voice of the business 

unit to help ensure the project team is creating roles with real value 

 Business managers (with people reporting to them) will be using roles to talk about their employee’s access. These are 

probably the most important actors in the process as they are the end “customers” that will ultimately determine if roles are 

successful. 

These key stakeholders should be identified and engaged early in the project, and educated on the potential benefits of roles on the 

access governance and management processes. 

For creating business roles, the business sponsor and business managers should be interviewed in order to determine how they think 

about the people within their organization. They may have a clear set of job descriptions that they can map to job codes, titles or 

some other data associated with their employees that will help us decide how to group the users within their business. This will be a 

key step in building understandable business roles. 



Application owners would be involved more heavily when building technical roles. Here they would be responsible not only for 

providing the user entitlement information for their application but also contributing their understanding of how people request 

access to different capabilities and how that maps to their reported user entitlement data. It may be helpful here to look at 

application access request forms, help desk tickets, or other mechanisms people use to request access to these applications. 

SETTING CLEAR OBJECTIVES FOR THE PROJECT 

Finally, with the right people involved on a project with an achievable scope, it’s important they all understand its clear objectives. 

Your roles project should not be expected to immediately solve every problem with entitlement management. Instead, understand 

how roles can help you gradually improve the management and certification of entitlements. You should plan multiple project phases 

to increase, over time, the depth and breadth of your roles as well as how they are leveraged. Ensure that the project team 

establishes clear and measurable goals and understands the benefits they are trying to achieve with each phase. 

GATHERING THE REQUIRED INFORMATION 

ENSURING THE AVAILABILITY AND ACCURACY OF USER INFORMATION 

Once a plan is in place, and you have a good understanding of “how the company thinks about users” look at the user information in 

the system to determine if it’s broad enough to support the various kinds of ways the organization thinks about users and how those 

users’ roles are organized. Often, many user roles can be determined based on attributes, such as job title, location, job code, 

security rating or their place in the organizational hierarchy. 

Your understanding of how the company thinks about users and their roles will determine what attribute information is required to 

support the role modeling required by the plan. Note that you need to understand not only what attributes are explicitly required to 

assign roles, but which implicit attributes you need to understand, entitlements such as those used to define limited user populations 

for cases such as phased roll-outs. For example, if you plan to start with a particular department or location, you will need 

information about which users are in that department or location to support automatic discovery and mining tools. What is critical is 

that the attribute data that has been loaded can be used to accurately describe how people are organized for access purposes. 

The question then becomes whether all that attribute information is available and accurate in whichever enterprise access 

governance warehouse you are using. You need to ensure that the information can be obtained from some authoritative source, the 

system supports storing this information, and that the system has been populated with it. Ensuring accuracy requires making sure 

the attribute information is correct for all the relevant users. For roles that are based on attributes, the quality of the resulting roles 

is directly correlated to the accuracy of the attribute information in the user store. Missing or incorrect attribute information will 

mean that some users are placed into the wrong roles, or into no roles, and that any further modeling (such as attempting to 

determine a role’s set of entitlements via mining operations) will produce inaccurate results as well. 

Ensuring accuracy requires first determining how and where to collect the initial content for these attributes, and then ensuring that 

the information is present and accurate for all relevant users. Even if you don’t need it now, ensuring that your user data includes 

correct and accurate information for cases where you might wish to later enforce attribute-based restrictions (i.e. certain roles may 

only be open or closed to users with certain attribute values.) will avoid duplicate work later. 

ENSURING THE AVAILABILITY AND ACCURACY OF USER ENTITLEMENT INFORMATION 

As with the user information, we must ensure the availability and accuracy of the user entitlement information. For each application, 

you need to understand if you have the ability to collect and review its user entitlement information, which consists of the accounts 

that have access to the application and the entitlements associated with those accounts. 

The account details can be collected from a global or shared account source such as Active Directory or RACF, from the application 

itself, or in some cases from a common account warehouse you have already created. Once you have the account information, 

collect the entitlements associated from those accounts from the application or a centralized entitlement warehouse. 

With the account information and their associated entitlements in hand, you must next ensure you have mapped each account back 

to the user(s) who own those accounts and in particular those accounts belonging to users under the scope of your roles project. 

This process may involve resolving any identified orphaned accounts. Next, review the user entitlement information for accuracy 

before using it in the role definition process. This can be done through a standard user or account entitlement review process, and is 

typically performed by each user’s manager or the owner of the application. 

The collection and review of user entitlement information does not have to be limited to the scope of users within your roles project. 

A complete collection and review of this data will help in the wider development of roles in the future as well as in general good 

practice around ensuring appropriate user entitlements. Special attention should be taken to note the amount of information (the 

number of entitlements) and the effort required to perform this initial review. 

Remember, one of the key benefits to creating roles is simplification of this review process. This initial review can help measure your 

success by comparing the cost of this review with the cost of future reviews. Applications for which user entitlement data is not 

readily available, or for which the accuracy of the data cannot be easily validated, should be left out of this initial phase. Future 

phases can always incorporate new applications or applications whose verified data is ready to be consumed. You are better off 

defining roles using fewer sources of user entitlements than inaccurate or incomplete ones. 



ROLE ENGINEERING 
Once we have an accurate view of our users and their entitlements under the scope of our roles project, we can begin building our 

roles, or role engineering. As mentioned above, it is best to start by defining business roles (a top-down approach) followed in the 

future by defining technical roles and then linking your business roles to technical roles. While this is typically the best path to follow, 

it may not be best for your project. An alternative, bottom-up approach starts by defining technical roles, then the business roles 

and finally linking the two. The following sections describe the best practices involved in engineering both business and technical 

roles and how to link the two, and are applicable whether you take a top-down or bottom-up approach. 

ROLE ENGINEERING BEST PRACTICES 

As you begin defining your roles, keep in mind the following best practices or guiding principles: 

 Always use a business-friendly naming convention for your roles. When defining business roles for particular organizations, 

either ensure that the name reflects the applicable organization or that information identifying the organization is included within 

the role’s attributes. 

 Don’t expect to have every user entitlement explained by a role, because users may have out-of-role entitlements. Typically, if 

you try to explain every user entitlement with a role you may end up with more roles than you have users. That clearly will not 

simplify your view of access and therefore not help you achieve the many benefits of roles.  

 Remember that every role you create means one more entitlement to manage in your access vocabulary. Each role needs to be 

reviewed and tuned regularly to ensure you are not creating a role management nightmare by creating too many small roles. 

o Avoid creating roles that would only cover a handful of people 

o Do not create roles that explain only a handful of entitlements for those users. 

 When using mining analytics to determine the appropriate entitlements for a role, you should consider making the entitlements 

part of the role if 70% or more of the role users already have the entitlement. 

 For each role, try to ensure that you can describe (in plain terms) the users that are applicable for this role (for business roles) 

or the access for which the role is meant to simplify or abstract the view (for technical roles). The roles you produce should 

support the clear definition of this membership or entitlement policy to help automate the management of each role. 

 

DISCOVERING BUSINESS ROLES 
If all the user information you require is in place and accurate, and you have consulted with the business users to develop an 

understanding of how the company thinks about its users, then you are ready to begin engineering business roles. Begin by selecting 

one of the “ways of thinking” that were identified during your initial consultations with business stakeholders and use it to create an 

initial set, or sets, of users. Typically these sets will be defined in terms of an attribute such as job title or location. You can also 

define a group of users by the fact they hold a particular entitlement (such as membership in a directory group), or (for something 

like a project role) using an explicit list of members. These user groupings make up two of the three key components of a role: A 

group of users and a business purpose for each group. From there it’s just a matter of determining which group of entitlements is 

required for each group of users to achieve that purpose. 

LOGICAL GROUPINGS OF ROLES 

Before starting to actually create roles from these user groupings, it’s worth taking some time to plan how you should logically group 

those roles to make management easier. In any production system there may be a large number of roles, and they may represent a 

number of different ways of thinking about users. For example, there may be different roles organized around job titles, locations, 

various projects or other criteria. Managing these roles becomes much easier if you can create logical groupings that will later 

simplify the management process. 

The simplest approach is to group all the roles representing a particular “way of thinking” about users together – for example, one 

set of roles representing “location” roles, another representing “job title” roles, etc. If any of these sets becomes too large to be 

easily managed as the role model develops, it can always be split into a series of more tightly focused groups. Having some idea 

about how to organize roles into sets will be very helpful when the time comes to start creating the draft roles model. 

It’s also helpful if your system for grouping roles allows restrictions on the contents of the roles within the groupings. For example, 

for a set of roles meant to contain “roles representing engineering projects” the restriction might say “all roles inside this set can 

only have members who are in the engineering organization” or “all entitlements for roles in this set must come from applications 

marked as ‘engineering applications’”. 

DISCOVERING DRAFT ROLES 

At this point it’s time to start building out the role model. The first step is to create business roles that contain the user groupings 

defined in the plan, as discussed above. Ideally these roles will be created inside sets that group the roles logically. 



How the user grouping is done depends on how members of the groups are identified. For attribute based groupings, it’s possible to 

have the system automatically create roles for all the users in a defined population, splitting them into roles based on the values of a 

particular attribute or set of attributes. This process is often referred to as “roles discovery”, since it essentially involves discovering 

roles that already exist implicitly and making them explicit. For example, the system could be instructed to take all the users in 

Engineering and create roles for them based on the users’ “location” attribute. This might create three roles (“Engineering-North 

America”, “Engineering-EMEA” and “Engineering-AsiaPAC”,) each of which would have all people from the Engineering business unit 

with that value for their location. This method is very convenient since it allows the creation of multiple roles that capture an entire 

specified user population in a single operation. 

Of course not all of the values in a particular attribute need their own roles, and sometimes there are attribute values (or lack of 

values) that don’t need to be mapped onto roles. At this stage you may want to merge some proposed roles if they have too few 

members, or if there is a common business context across several attribute values. For example, “people from locations “USA”, 

“Canada”, and “Bermuda” could all be placed into a single “North America” role. This stage may also include removal of proposed 

roles that aren’t necessary. For example, there’s no need to create an “Unknown” role for people whose location attribute is literally 

“Unknown”). 

A good role management tool will allow interactive editing of the proposed roles during this discovery, showing proposed roles and 

member counts and allowing some proposed roles to be merged or deleted. Each of these newly proposed roles has an implicit 

membership policy. The newly created “Engineering-AsiaPAC” role, for example, would have an implicit policy stating that members 

should be in the Engineering organization and have a location attribute value of “AsiaPAC”. This policy is often tied directly into the 

business context of the role. In a perfect world the role management system would automatically add an explicit membership policy 

to the created roles based on the attributes and values used during discovery, making the implicit policy explicit. The process is 

slightly different for other kinds of user groupings, but the end result should still be a set of proposed roles with proposed members, 

and implicit membership policies. 

For roles that are based on users holding particular entitlements, the system can be instructed to automatically create roles 

containing the correct users based on any particular entitlement. Again, this entitlement will most often be group membership, but 

could be any entitlement or combination of entitlements that represent some business context, as determined during the planning 

stage. Here the implicit policy can also be made concrete, explicitly indicating that membership in the role should only be open to 

holders of a specific entitlement or set of entitlements. For explicitly managed project roles with no known factor that would allow for 

automation, both the creation of the roles and the addition of appropriate users can be done manually. Therefore, even if there’s no 

way to automatically define a population based on an analysis of its attributes, roles can still be used to group people, entitlements 

and business to allow them to take part in specific projects. 

Here the roles tend to be limited to an implicit policy (“for people working on Project X, which fact is not indicated by any other data 

in the system”). Note that quite often it makes sense to model local entitlements representing projects, just to allow for automation 

and explicit policy over this kind of explicitly managed project role. This initial modeling results in one or more sets of roles, each of 

which has a set of proposed members, some implicit business context and membership policy, and in most cases some explicit 

versions of that membership policy. Now it’s time to take a look at those proposed roles and make sure they “make sense”. 

EXAMINE GROUPINGS TO SEE IF THEY’RE WHAT YOU EXPECT 

At this point the role engineers review the number of roles, the number of users in each role, the level of explicit policy captured in 

the roles, the coverage of the proposed roles with respect to the relevant user populations, and the overall manageability of the 

roles. Some adjustments, including role merging and deletion, moving roles between role sets, splitting role sets, etc, may be called 

for at this time. Once that initial pass is completed, it’s time to bring in the business domain experts for the first of many 

consultations during the implementation of the draft role model. The question to be answered at this point is “Are the right users 

captured in each of these roles, with respect to the business context that underlies the role?” The only people who can answer are 

the business domain experts, and they must be heard before any additional work is done to ensure that the user-to-role mappings 

were established correctly. Problems found now may indicate serious issues in the planning stage. For example, if the users don’t line 

up with the business contexts developed earlier, what the business thinks about its views of users may not match reality. If so, it 

might be necessary to return to either the planning or the data cleaning stage. 

Assuming the roles are roughly correct, this may be a good time to start gathering some explicit business context information about 

them. Since you must identify someone from “the business” to check the membership of each role, try also gathering some business 

context information from them about each role, such as more useful names or extended descriptions. If you don’t gather this 

information now, there will be a chance to do so later. 

WORK ON ENTITLEMENTS 

Once the proposed roles and their proposed memberships have been validated, it’s time to start building out the entitlement side of 

the roles. For roles that were created based on their members holding particular entitlements, there may already be some 

entitlements defined within the role, but these are likely not all the entitlements associated with it. For the other methods of 

determining initial role sets and user populations, no entitlements will yet be defined as part of the roles. The key process here is 

looking at the user population and seeing what entitlements they have in common. The underlying logic is that when many people in 

the same role have the same entitlements, those entitlements may well be related to that role. 

Thus, to gather a draft set of entitlements to associate with a role, the role engineer can have the system automatically determine 

(with some degree of confidence) what entitlements are common to the members of the role. The commands to achieve this might 

be, for example, “find all entitlements that ALL role members have,” “find all entitlements that at least ¾ of the members have, etc.” 



The exact percent of users to choose as the threshold depends on the number of group members and the details of the data, so 

there’s a bit more art than science in this step, unless the plan explicitly specifies a threshold to use for the initial draft. 

The role engineer may take an initial pass over the suggested entitlements, looking for results that obviously don’t fit, and may even 

review the full set of entitlements looking for things that obviously should be included. But it’s very likely that very little about this 

will be obvious to the role engineer. This is why the business domain experts need to be brought in again, this time in conjunction 

with the IT staff. The questions that need answering now are ) “Do all these suggested entitlements make sense for the business 

context of this role?” and “Are there other entitlements which weren’t suggested that are required by the business context underlying 

this role?” Answering these questions will likely require both business and IT input, as the business will be able to define what 

functions users need to perform at a logical level (“developers need to be able to edit bug descriptions and access the source code”) 

and the IT team will know what this means at an entitlement level (“needs read, write, close, delete access to the sample application 

A, and read, write, delete, create branch in the sample application B”). 

Perhaps the simplest way to proceed is to review the suggested entitlements and see if there is a justification for each of them with 

respect to the business context of the role. This may involve IT translating entitlements up to a logical level so the business people 

can say whether they make sense for the business context of the role.  

Some suggested entitlements may be valid for all members of a role, but not related to that role (i.e. all members of the “U.S. 

developer” role may have an entitlement to a 401K account, but that’s not a result of being a “U.S. Developer”,) Other suggested 

entitlements may reflect realities that the business and/or IT group want to change as part of the roles project. For example, if three 

quarters of the developers have access to the company’s production Website, that doesn’t justify that entitlement but signals a need 

to withdraw it from many of the developers. 

Determining which unrecognized entitlements should be created is much trickier, and should probably only be done where it is 

obvious to the business people that something is missing. Remember that the model will be constantly evolving, so if changes need 

to be made that aren’t obvious from the existing data, they will become obvious during maintenance and the model can be adjusted. 

OPTIONAL: ABSTRACT OUT TECHNICAL ROLES 

While determining the correct set of entitlements to be associated with roles, you also have an opportunity to improve the model by 

abstracting some or all of the proposed entitlements into technical roles. That is because the role engineer, the business, and the IT 

staff are already discussing how to connect the “logical capabilities” of a particular business context with a set of entitlements. This is 

a great time to turn this “logical capability” into something explicit by abstracting the entitlements into a technical role. 

For example, assume the business says members of the “U.S. developer” role must be able to access “make changes to the code, 

and get it built.” This need is translated by the IT team into a series of entitlements across several applications, such as the source 

control, bug tracking and automatic build systems, as well as access to the hot fix FTP directory. The business role “U.S. developer” 

then contains all those entitlements for those disparate applications. However, nothing about the business role explicitly explains 

why the entitlement “U.S. developer” needs these capabilities or connects them to the business context of the role. If you need to 

understand this later, you have to get business and IT back in a room, and figure out the “why” all over again. 

However, if this “why” information is captured in a technical role—essentially creating a set of entitlements from one or more 

applications that are bound to a particular business context—that information explicitly becomes part of the definition of any 

business role that includes that technical role as an entitlement. So now, instead of a U.S. developer role with 56 entitlements, 12 of 

which are related to “change the code and build it” (without that relationship being documented) the system contains a U.S. 

developer role with 44 raw entitlements and one “change and build code” technical role (which contains 12 entitlements). Now it’s 

clear why those 12 entitlements are part of a U.S. developer role --because a U.S. developer must be able to ‘change the code and 

build it’”). 

This abstraction of entitlements not only captures that context information, but: 

 Makes reviewing the role structure easier, by putting the answer to “why is this in here?” explicitly front-and-center 

 Makes it possible to abstract the “implementation details” of the granular entitlements contained in the technical role from the 

fact that the logical capability is required by the business role. This makes it easier to accommodate future changes in the 

technical infrastructure. For example, if the company changes source control systems, only the “change code and build it” 

technical role needs to change. All the business roles built using it don’t need to change as well 

 Extends the basic vocabulary for talking about access and building roles. Any time you create a technical role, you have created 

a higher abstraction level building block that can be used in the building of other roles 

Note that this is a continuing and parallel process. It’s continuing in the sense that any technical roles not abstracted now can be 

developed later as the role model is maintained. Meanwhile, the business roles can just contain the granular entitlements directly, 

while working toward the ideal goal where business roles have members and only technical roles have entitlements. It’s a parallel 

process in the sense that development of technical roles can happen independently of building out the business roles, and it’s 

possible to find places where a technical role can replace existing raw entitlements at any time. 

OPTIONAL: BUILDING A ROLE HIERARCHY 

At this point the proposed model has one or more sets of roles, and the roles have a validated set of members, and a validated set of 

entitlements. Now it’s time to think about role hierarchies. The question of whether to include role hierarchies in the plan would have 



been decided during the planning stage, with the nature of the hierarchy outlined at that point. If the plan does call for hierarchies, 

they will very likely represent a natural extension of the “ways of thinking about people” that the roles have already modeled. F or 

example, a company that uses “job title” roles might naturally have a hierarchy of titles with parent roles representing what various 

child roles have in common. A classic example is a medical organization where the “pediatrician” role might be a child of the “doctor” 

role which might be a child of the “medical employee” role which might be child of the “employee” role. Location roles might 

naturally fall into geographic hierarchies, while organization roles might naturally follow the hierarchical structure of the organization. 

Once the general outline of the hierarchy is planned, it is time to see if the “real world” data supports the plan. The business roles 

developed so far represent the leaf nodes of the hierarchy, so implementing the hierarchy is essentially a process of adding one or 

more layers of parent roles, and determining where to place the entitlements. (For most hierarchies, membership will be restricted to 

the leaf nodes, but this isn’t always true. As a best practice, membership should be kept as close to the leaf nodes as possible—i.e. 

Bob can be a “pediatrician’ and Carol can be a ‘neurosurgeon,’ and they both can be ‘doctor’s, but neither should be a member of the 

“doctor” role directly.) 

As each parent layer is added, and connected to the child nodes, it is pretty simple to see what entitlements the children have in 

common. These become the suggested entitlements of the parent role. At this point the business and IT may need to become 

involved again. One reason is to determine if there actually is a valid business context for a parent role. Just because a number of 

roles share common entitlements doesn’t mean they are all children of a common parent. The second is to validate that 

commonalities are actually due to common parentage.  In other words, no entitlements should be moved to the parent unless they 

are related to the parent’s business context. Third, owners must be identified for the parent roles. Just as each business role needs 

an owner, each of these parent roles need clearly identified owners who will be responsible for what it means to be in that role and 

who should be in that role). 

METRICS: MEASURING THE ROLE 

At this point a draft role model has been created, with one or more sets of roles, each having a validated set of members and a 

validated set of entitlements, and possibly a hierarchy of roles. The draft is essentially ready at this point. Now it’s time to do one 

more refining pass, using various metrics to identify what cleanup and review is necessary.  

There are three high level goals during this phase: 

1. Begin to determine ROI. information on the role model so far, and “compression ratio” numbers (how much simpler the role 

model makes a review of the users and entitlements) 

2. Determine how the model “covers” the relevant user and entitlement sets, and compare this to the plan. 

3. Eliminate roles that do not contribute to the model’s overall utility. 

The first goal involves beginning to measure the benefit of roles. This is important both to validate the model’s design, and to start to 

show a return from the work on the model so far. The “compression ratio” resulting from the model is a good place to begin this 

measurement. To use a very simple model illustrating this compression ratio, assume there are 1,000 users and 10,000 possible 

granular entitlements, of which the average user has 100. entitlements. So a complete review of those 1,000 users entitlements 

requires reviewing 100,000 items. entitlements 

Next, assume that the role model covers 75 of the user entitlements, so — the average user has gone from having 100 entitlements 

to 25 entitlements(some of which are now roles that contain other entitlements). The set of items needing review has been reduced 

from 100,000 to 25,000, a 4:1 compression ratio (or a 400% efficiency boost, or a 75% reduction in complexity.) This compression 

ratio is the most important overall metric, since it translates directly into customer dollars saved. 

There are a number of other metrics that should be considered at this stage, however. These include: 

 Entitlement coverage: What percentage of the granular entitlements is in at least one role? What percentage of them is assigned 

only through roles and never directly? How many applications are referenced by these roles? Member coverage: What 

percentage of the user population is in at least one role? What percentage of them is assigned all their entitlements from roles? 

 Actual versus authorized: The role model describes what entitlements individuals are authorized to have, but this may not be the 

same as what entitlements they have actually been granted. Analyze how closely users match the model, as large gaps may 

indicate the need to change the model or to change users’ actual entitlements 

These numbers tell you how well your role model “covers” the relevant population. Low numbers may be due to a flaw in the design 

of the model itself, or to the fact that the distribution of entitlements among the population doesn’t match the model. In either case 

a return to the planning phase is indicated. Particularly worth noting is any large difference between actual and authorized 

entitlements for members of roles in your model. If the gap reflects a problem with the model, it should be addressed now, adjusting 

the model to more closely align with reality. If, on the other hand, the gap indicates a place where the model must be enforced, 

create a plan to assign the “missing entitlements” to the relevant users either during or after the roll-out of the role model. 

Also worth considering are these metrics: 

 How many roles are there? 

 How many members and entitlements are there in the roles? 



Weigh the results of these metrics carefully, with an eye on how the model’s manageability affects the costs and benefits of the 

project. Roles with thousands of entitlements might significantly boost the compression ratio, but they are not easy to manage, 

which could drive up costs. In addition, roles with a small number of members or entitlements may not provide benefits that are 

worth the additional cost of managing them. Consider deleting them.  

After reviewing all the metrics, and making changes where they are indicated, you have a “final draft” role model, which is ready to 

be taken to the stakeholders for validation. 

VALIDATING DRAFT ROLES WITH THE STAKEHOLDERS 

Hopefully the business and IT teams have been involved along the way, so what’s being presented to them now is not a surprise. 

Regardless, this is the final signoff step, and there are some requirements that go along with that. First, the model needs a final 

validation pass. Do the users and entitlements still match the business context? Is the hierarchy correct? Does it reflect the way the 

business thinks about the users, with respect to the groupings this cycle started with? 

As well as validating the contents of the model, some additional information must be captured and validated before this stage is 

complete. 

Add explicitly defined business context to every role at this stage if it hasn’t already been captured. Policies should be explicit where 

possible, roles should have useful names, and useful descriptive text that captures the business context, and (as much as possible) 

its logical capabilities should be captured in technical roles. The more context information that is captured here, the more useful 

these roles will be when rolled into production. Every role should have an explicitly defined business and/or technical owner or 

owners. Mapping the business responsibility for the roles to specific owners is critical at this point. 

If a hierarchy has been created, the roles in it need final validation, business context, and owner assignments. Any other feedback 

from stakeholders that hasn’t already been addressed should be at this time. This could mean making changes to address the 

feedback, or engaging the stakeholders in a dialogue to decide what action, if any, to take to address particular comments. 

At the end of this review process the “final draft model” of these roles has been validated and signed off on. 

DISCOVERING TECHNICAL ROLES 
The process of creating or discovering technical roles is structurally quite similar to the process for business roles: It’s important to 

have the right information at the start, and to validate it with the right people along the way. The information and people required 

for technical role discovery may be different than for business roles, but the processes are quite similar. 

Technical roles may be discovered as part of an abstraction process that starts with business roles, as outlined in the previous 

section. While it was discussed there primarily as an optional step during the discovery of business roles, the process of refining 

business roles to group entitlements into the kind of logical capability sets that technical roles define can occur at any time. Initial 

roll out of the business roles may have included some of this abstraction, or none at all. But subsequent refinement can continue to 

produce technical roles, adding business context to the relationship between business role and entitlements and simplifying the 

process of reviewing entitlements of the role and its members. It is also possible for technical roles to be discovered via a different 

process, which can occur before, after, or in parallel with business role discovery. 

For this process you need to involve the domain experts for each logical application – the people who understand the relationship 

between granular entitlements, applications and the more abstract technical capabilities that technical roles represent. (The example 

from the previous section relating the abstract “change the code and build it” capability to multiple granular entitlements across 

applications should make this relationship clear.) 

Start with the domain experts building sets of entitlements from related applications that define a logical capability. For example, 

instead of finding a set of people that are related in some way and seeing what entitlements they have in common, find a set of 

entitlements that represents a logical capability and later discover who has that capability. Essentially, you are building an additional 

layer of business context metadata that says “people who have all these entitlements have logical capability X”, which can be used in 

the other direction later to simplify determining what set of entitlements a person must have in order to have a given logical 

capability. 

The goal of both processes is to discover sets of entitlements that are related by a business context. Ideally, we want to end up with 

technical roles that contain no users (since we will map them to users via business roles) and only contain entitlements (including 

other technical roles, groups, etc.) As with business roles, this is a goal to work toward, not something that must be achieved, or 

indeed may even be desirable to achieve, on day one of the roles project. 

LOGICAL GROUPING INTO SETS 

As with business roles, it makes sense to gather technical roles into logical groupings that can be used to simplify their management 

and increase their usability. One logical way to do this is by grouping them around the higher-level logical capabilities they represent. 

For instance, technical roles that capture logical capabilities spanning the payroll, expense, and procurement applications might be 

grouped under a “Finance” set, while logical capabilities spanning source control, build systems, and code review systems might be 

grouped under a “Development” set.  



In many organizations it might also make sense to have these roles structured similarly to how business roles are arranged. For 

example, if technical role contents vary by location, then it may make sense to group the roles by location, or even in the same sets 

as the business roles. 

If entitlements are managed by attribute, the attributes themselves will suggest natural groups. The best way to group depends 

entirely on how the company thinks about these logical capabilities, The initial planning and scoping of the role project should have 

uncovered information that will make it fairly obvious what divisions make sense. The initial groupings can be altered later if needed, 

such as if a group becomes unwieldy and must be split into multiple smaller groups. 

As with business roles, it’s helpful if the system allows you to associate these groupings with restrictions on the content of the roles 

within the groupings, perhaps based on the “application category” or “capability group” of the technical roles. For example, roles in a 

“Finance” set probably shouldn’t have entitlements in them that come from applications that belong to the Development 

organization. 

DISCOVERING DRAFT ROLES 

Discovering the draft roles for technical roles created by domain experts is likely to be a much less monolithic process than with 

business roles. It can be done in an organized, comprehensive manner, as a series of tightly scoped exercises (serially or in parallel), 

or done ad hoc (as will often be the case during refinement and maintenance.) It is possible to discover sets of entitlements and 

group them into roles based on the attributes of the roles, and then proceed with the kind of “review groupings, look for users, etc” 

process to refine those roles. However, most companies will not have sufficiently fine-grained attribute information on the 

entitlements to allow this. Where it is possible, it will obviously speed discovery of the roles, as the attribute metadata will encode 

the kind of logical capability information that the domain expert process seeks to extract from the domain experts for encoding into 

explicit roles. 

Where no such advanced metadata exists, rather than taking a pass over the entire entitlement space and creating a set of roles that 

assigns each entitlement to a particular role, the process tends to be much more manual and to focus on multiple iterations over a 

more limited scope. The domain experts for a particular application or set of applications work to manually define sensible sets of 

entitlements that define some logical capability, and the technical roles that those sets of entitlements define are rolled into the 

model. 

For each individual role, the process of reviewing the size, contents, general manageability and other aspects of the role parallels 

that of business roles. For a set of technical roles covering some part of the project scope, the process of reviewing the overall set of 

roles for merging, removal, etc. also parallels that of business roles. In addition, as with business roles, it’s important to review the 

roles to ensure that they define a meaningful logical capability. A technical role is more than just a bag of entitlements that span 

applications. It is a bag of entitlements that spans application combined with a meaning—what those entitlements, taken in 

combination, mean that a user can (or needs to) do. 

Since domain experts are involved from the word go in this kind of discovery, the consultation steps expected during these mid-

process reviews should be simple. 

WORK ON USERS 

At this point one or more technical roles have been defined, mapping a set of entitlements onto a logical business capability. It is 

now possible to connect them to users. If a set of business roles exists, the best method for making this connection is to find 

business roles that already contain the set of entitlements captured by the technical role. Simply replace the set of granular 

entitlements in the business role with the technical role, and you have a role that grants the same capabilities, but which is much 

simpler to understand and carries much more business context. 

If you don’t have a business role model, or it doesn’t cover the particular entitlements in the technical roles you’ve defined, you can 

mine for users who have the entitlements contained in the role, or some reasonably high percentage of them. These can be the 

initial members of the role. 

As you look at the set of users in a technical role, you should also be reviewing for business context, asking “Does it make sense for 

these users to have the logical capability this technical role represents?” Similarly there should be a review looking for users who 

should have the capability represented by the role but who aren’t discovered as members. Consult the domain experts and business 

users on this question as well. At this point you have draft technical roles that map entitlements to a logical business capability, and 

which also map members to these capabilities. This isn’t the ideal final state, as you always want a model where groups of users are 

defined by business roles, and the only entitlements of these business roles are technical roles which define logical capabilities built 

from various granular entitlements. In other words, we want business roles to define what a person is, and technical roles to define 

what that kind of person needs to, or can, do. In the perfect model technical roles don’t have any members, since they only map 

logical capability onto entitlements. Remember, though, that this goal is just a direction, not an absolute. Sometimes it will make 

sense for a technical role to hold members directly, at least until business logic and the role model are aligned, and possibly 

indefinitely for exceptional cases. 

OPTIONAL: ABSTRACT OUT BUSINESS ROLES 

As this process is repeated over a set of technical roles you may find that certain sets of users have multiple technical roles in 

common. You can then begin to use the system to abstract out business roles that map these sets of users to their common 

technical roles, removing the need for users to be members of technical roles. (At this point you’ve essentially done bottom-up role 



mining of business roles, and can take the newly discovered business role and do the same kind of review on it you would on any 

business role during business role discovery.) 

For example, if the analysis reveals that technical roles created by domain experts for Development applications include 15 roles, 

and one group of users has five roles in common, it is worth looking at what the combination of those five logical capabilities, and 

the set of users who hold them, means. 

In essence you’re trying to come up with the business context, or meaning, for the relationship between a set of users and a set of 

logical capabilities—and this is just what a business role is. The business people, domain experts, and role engineer might look at the 

combination of users and those five logical capabilities and say “that’s a Forward Developer”, then create a business role capturing 

those users and those technical roles. Similarly, a different set of users and roles might be a “Sustaining Developer”, a different set a 

“Technical Writer”, yet another set a “QA Test Engineer”, etc. 

The technical roles give the mapping of “what the person can do” to the implementation of IT entitlements. The discovery of 

members maps that onto a set of people. Now the step of abstracting out the business role defines what the meaning of that group 

of people is, both in terms of what they can do (the technical roles), and what the group means (the business context). 

Of course this kind of abstraction doesn’t always involve the creation of new business roles. It will often just mean replacing a set of 

granular entitlements in an existing business role with the technical roles. 

Note that this is a continuing and parallel process. It’s continuing in the sense that any business role abstractions not caught now 

can be developed as the role model is maintained. In the interim, the technical roles can just contain the membership information 

directly. (While the ideal goal state is business roles that have members and only technical roles as entitlements, that’s the “perfect 

world” goal which the model will work towards. It’s a parallel process in the sense that development of business roles can happen 

completely independently of building out the technical roles, and it’s possible to find places where a business role can replace 

existing raw membership information independently at any time. 

OPTIONAL: BUILDING A ROLE HIERARCHY 

As with business roles, it is worth considering the creation of a role hierarchy for technical roles. Generally speaking the creation of a 

hierarchy will be less common than in business roles, simply due to the inherent meaning of the different role types. Business roles 

represent “kinds” of users and naturally lend themselves to hierarchies in some organizations. Technical roles, on the other hand, 

represent “capabilities” that tend to be granted through indirect inheritance, rather than having an internal hierarchical structure. 

(For example, it’s more common to get some capabilities from being a doctor, and others from being a pediatrician, than for there to 

be inheritance within the capabilities themselves.) 

However, sometimes it may make sense to have a hierarchy within technical roles. These would typically be cases of inheritance as 

specialization. For example, you might have a logical capability that is common across several locations, but for which some part 

needs to be implemented differently in each location. You could create a base technical role covering the common entitlements that 

captures the business context of the logical capability in description, rules, etc. You could then have several child technical roles, one 

per location, which inherited the common entitlement implementation, and which added the location-specific entitlements. 

Whether the organization find this more manageable than having completely independent roles per location (with some redundant 

entitlements in each location-specific role) will depend on how the company thinks about its logical capabilities, and how often the 

common capabilities and/or entitlements will change in implementation.  

The process of deciding whether or not to use hierarchies, and of reviewing them with the business and domain experts, is quite 

similar to that in business roles. First check if hierarchies are called for at all, and if so use the way the company thinks about logical 

capabilities to create a draft hierarchy. Compare this to “real world” data to see if the hierarchy provides benefits that outweigh the 

complexity cost of creating it. And, of course, ownership needs to be assigned to parent nodes throughout the hierarchy. 

METRICS: MEASURING THE ROLE 

At this point a draft role model has been created, and just as with business roles, it’s time to validate it using various metrics to 

identify what cleanup and review is necessary. The same three high-level goals apply here for technical roles as were true at this 

stage in business role discovery: 

1. Begin to determine ROI information on the work done on the role model so far, and “compression ratio” numbers. 

2. Determine how the model “covers” the relevant user and entitlement sets, and compare this to the plan. 

3. Eliminate roles that aren’t contributing to the model’s overall utility. 

The first goal is considered slightly differently for technical roles than for business roles. For technical roles that are independent of 

any business roles, the compression ratio contribution is the same as with business roles, and can be considered in the same way. 

For technical roles inside business roles, the consideration is slightly different, because the presence of the role doesn’t compress the 

entitlement space of a user review any more than having the role’s entitlements directly held in the business role. The benefits here 

come when it’s time to review the business role itself. 



That’s because now you get the same compression benefits in the role review, as the technical role reduces the number of 

entitlements that must be considered and checked during the review, and provides a meaningful justification for their presence in the 

role. 

When considering coverage, some of the same questions apply to technical roles as to business roles: 

 What percentages of the granular entitlements are in at least one technical role? 

 What percentages of the granular entitlements are assigned only through technical roles and never directly? 

 How does this coverage look on a per application basis? 

 What is the ratio of authorized to actual entitlements? 

One key difference is that coverage will also consider the proportion of “entitlements granted through technical roles “to 

“entitlements held directly” in any business roles. If there are business roles in the model, the technical roles being proposed should 

help simplify and explain them. 

As with business roles, these numbers tell you how well your role model “covers” the relevant population. Again, low numbers may 

be caused by a flaw in the design of the model, or to the fact the distribution of entitlements among the population doesn’t match 

the model. In either case, return to the planning phase to resolve the issue. And just as with business roles there are questions of 

raw size and manageability, which come with the same considerations as in the business role case: 

 How many roles are there? 

 How many members and entitlements are there in the roles? 

After reviewing all the metrics, and making changes where they are indicated, the result is a “final draft” role model ready for 

validation by stakeholders. 

VALIDATING DRAFT ROLES WITH THE STAKEHOLDERS 

The final validation should be simple, and follow the same model as with business roles. First is a final validation for contents with 

respect to business context, the hierarchy and how well the model represents the organization’s way of thinking about logical 

capabilities. Then ensure each role has captured adequate business context information (such as long names, descriptions and rules) 

and has an assigned owner. Any other feedback from stakeholders that hasn’t already been addressed should be handled at this 

time, either by making changes or talking to stakeholders to decide what action, if any, to take. 

PREPARING TO DEPLOY YOUR ROLES 
Now that a validated model exists, begin moving it into practice. Before actually rolling out the changes, take these final steps in 

preparation. 

A LAST SANITY CHECK 

This is an excellent time to perform a final sanity check on the model, both to double-check that some goals have been met, and to 

ensure that any changes arising from stakeholder feedback are considered. The three important areas to double check are: 

1. That business Context is in place for all roles, such as good meaningful names and useful business descriptions. This can’t be 

repeated enough, as a significant portion of the value of roles depends on the quality of this information. By the time you’re ready to 

deploy this information should be in place for all roles. If there are any that don’t have it they should be identified and a plan put in 

place to complete them. 

2. That owners are assigned for all roles. Once the roles are deployed, things will happen that will require identified owners for each 

role, ranging from demand-driven changes or regular maintenance of the role model through to role reviews. It is a best practice for 

every role to have a clearly defined owner, and this pre-deployment step is an excellent place to verify this and resolve any missing 

ownership information. This information is also important to help ensure your change process is defined before deploying the roles. 

3. That baseline metrics are in place for measuring the value of roles. Ensure you have records of all the metrics you consulted 

during the development of the model so you can track changes in them as the roles are deployed. Take a last chance to examine the 

metrics and assure they show all parts of the model are contributing to value. Also, ensure there are records of metrics not related to 

model creation, but which may be needed to measure model value, such as how long reviews took without roles, how many 

individual items needed to be reviewed, the error rate on access requests and the percentages of items revoked during reviews. A 

good “before” picture is important so that you can compare it to the “after” picture when the model is deployed and you collect new 

information. 

LOOKING FOR RULE VIOLATIONS 

One more area to invest in before actually deploying a role model is a pass over any existing rules that the system enforces, to 

ensure that the role model isn’t in conflict with them. This doesn’t refer to rules that reference roles (such as SOD. rules that prevent 

users from holding two mutually exclusive roles) since we won’t build those until after the model is fully defined. This refers to cases 

where the definitions of roles in the model themselves would create violations with existing rules.  



Exactly what to check will depend on the nature of the existing rules, but here are some common cases: 

Does the Role Contain Mutually Exclusive Entitlements? 

If the rule system defines cases of mutually exclusive entitlements (and this is very typical, since most rule system support SOD. use 

cases) you need to ensure that you don’t have any roles that grant access to mutually exclusive entitlements. 

Does the Role Have Members and Entitlements That Are Mutually Exclusive? 

If the rule system allows definition of cases where certain classes of users are not allowed to have certain entitlements, you will want 

to ensure that none of the roles you’ve defined will grant these entitlements to these users. In addition to explicitly confirming this, 

you will also want to guard against roles that have membership policies covering any of the user populations covered by these rule. 

While they might not currently have members that would trigger the rule, would they if all the users matching the membership policy 

were granted the role? 

Would the Roles Cause Violations of Metrics Guidelines? 

It’s not uncommon for rules to enforce simple metrics guidelines (“no more than X users in a group”, “users should have between A 

and B direct entitlements”, etc.) If such rules are in place, will the deployment of your model cause them to be violated? This is of 

particular concern in the very common case where the system is set up such that being granted a role not only authorizes a user for 

the entitlements in the role, but also grants any authorized entitlements the user doesn’t currently hold. 

Defining the Change Process for Roles 

The final important step before deploying a validated role model is the development and documentation of a change process for 

roles. A role model is a living entity, and will continue to change and grow over time. There needs to be clearly documented and 

communicated information about who can change what things in the model, and how those changes go from ideas to deployed 

reality. Ensuring the details of this process are worked out before the roles are deployed will prevent confusion later, not to mention 

wasted time and possibly acrimonious arguments.  

It is entirely possible that a role management system will allow a significant portion of the business logic behind this process to be 

automated and maintained by methods such as security authorizations and workflow approvals. Using the system’s capabilities to do 

that is secondary to making sure that the actual underlying business process is clearly documented and communicated. 

Change Process Business Logic 

For any given role, there may be several people who can make changes to it. A business owner might be able to add or revoke 

members, or change membership policy, while a technical owner might be able to add or revoke entitlements. Both might be subject 

to approval by one or more other actors, and be able to edit business context information about the role. But there are probably 

relatively few people who can change the top level of the model (the description of “how the company thinks about users”, and the 

implementation of that thinking in business roles.) 

All of this needs to be documented, so it’s clear what changes can (and should) be made by what people. Ideally this should include 

not just simple changes to individual roles, but which people can make (and approve) changes such as combining or splitting existing 

roles, or introducing or modifying role hierarchy by, for example, adding a common parent or adding new child roles.) 

Who Can Change Members of a Role 

Obviously one of the key questions is who can alter the membership of a role. The process should include explanations of how 

changes can be initiated, who is responsible for making the changes in the role management system and what kind of approval is 

required for changes to which roles. 

Generally this is easy for “project” style roles, since the project owner is normally responsible for moving people in and out of the 

role as work on the project progresses. But it is usually more complicated for attribute-based roles, as the question of how to add 

users complicates the question of who can do it. Are users who don’t match the attribute criteria changed so they do match, are they 

added as exception cases, or does their existence indicate a need to change the attribute basis for the roles? How such decisions are 

made affects the people who are involved and the level of approval required. The key point is to be clear about how this is done at 

the process level. 

Closely related is the question of what kind of process needs to be followed to approve exceptional membership, or if such exceptions 

are even allowed. This ties in to the important question of how the process leads to someone “noticing” when a critical mass of 

exceptions has occurred, so that adjustments can be made to the model to make those cases no longer exceptional. 

Who Can Change What a Role Grants 

Closely related to the questions about who can change role memberships and what steps are required to do so, are the questions of 

who can change what a role authorizes (or grants, in cases where authorization and granting are identical). In addition to needing 

clarity around who can add or remove things, there are possibly questions of scope (who can add or remove things from X versus 

who can add or remove things from Y). 

It’s very common for there to be rules defining restrictions on what kinds of users can be given what kinds of entitlements. The 

process should address ensuring that these rules aren’t accidentally broken and outline what steps to follow when an exception to 



the rule is required. Whatever processes are developed for altering the contents of a role, are the same processes followed for 

abstracting some of the contents into a technical role? If not, what is the process to follow there? In a perfect world the process 

description would also include some guidelines about thresholds for considering altering a role’s content. For example, “if 85 percent 

of the members of a role have a direct entitlement that isn’t granted by the role, a process should be triggered to either consider it 

for inclusion in the role or make explicit why it isn’t in the role.” 

Using Approvals to Automate/Track Some of the Business Logic 

A significant portion of the process logic will probably deal not only with who can make what kind of changes, but with what kind of 

approval and/or sign-off is required for what kinds of changes. It’s very common for this process logic to be quite complex, and for it 

to refer to various attributes of the things involved (different process for level 1 administrators versus level 2, different process for 

high risk entitlements versus low, etc.) 

As far as possible you will want to encode this kind of logic in an automated workflow system. This both prevents confusion about 

responsibilities and timing, and allows for better auditing and escalation processes. Before such automated approval processes can 

be developed, of course, it’s necessary to define the underlying business process. 

It is also worth noting that workflows and approval processes don’t just interact with a role model in terms of defining the flows 

around changes to roles. Once a role model is deployed, there will be cases where changes are made to user access information that 

arise from role operations. For example, roles’ user entitlements used to be changed only when an administrator made a change, or 

when a user made a self-service request. entitlements. Now there’s a third option, in which granting someone a role can indirectly 

grant them entitlements. It’s very likely that a different workflow process and set of approvals is desirable for role-based changes 

than for manual or self-service changes. If someone is already approved to give a user the “Joe the Developer” role, it’s very likely 

they don’t also need individual approvals for the 44 entitlements within that role. But you may very well want to approve individual 

ad-hoc requests for any of those entitlements. 

What Kind of Changes Can Be Made, and When 

In addition to determining what kind of changes can be made and approved by what kinds of users, the process should incorporate a 

definition of what kind of changes can be made “in situ” and what need to be made “offline” and rolled-out. Obviously any changes 

that may significantly alter the user experience, or the high-level details of the role model, would be candidates for a roll-out 

process, since new training or at least heightened awareness may be required. But there are many other conditions that may also 

warrant a “roll-out.”  

These include a broad spectrum of possible changes, from “give Bob the `Project Phoenix’ role” to “we’re changing from location- 

and title-based roles to job code-based roles.” and the line is not always clear between which changes can be made in production 

and which require a new roll-out. Having clarity in the change process about what kinds of changes are made each way will 

streamline the ongoing maintenance of the model, and any major changes that have to be made to it. 

DEPLOYING ROLES INTO PRODUCTION 
At this point we have finalized a set of business roles with in-role technical roles and entitlements that can be assigned to the 

members of the roles. We have identified the membership criteria and rules for the user to role assignments. The next step is to test 

the finalized set of roles, preferably in a UAT environment. Assume, for example, that roles have been defined for the ‘support and 

engineering’ department and that sample role names are ‘Support engineer’ and ‘Software engineer’. Provision the in-role group of 

entitlements as defined in both roles to the end systems. Then test to be sure both that users have been assigned their appropriate 

roles and that they have all the access they need to perform their jobs. Repeat similar test cases for each type of roles that have 

been finalized, and tweak the role definitions as needed based on the test results. 

Next, perform test cases for the role-based access reviews. These reviews could be assigned to each user’s manager, or to business 

and application owners depending upon the business process that has been defined and implemented. Perform test cases to verify 

the workflows that have been defined for role maintenance. For example, a change to a role with a high aggregate risk might require 

three approval steps, while a change to a role with a low aggregate risk might require only two. Perform similar test cases for 

creating new roles and retiring existing roles. Perform test cases for scenarios where a role change request is cancelled and the role 

must be returned to its original state, as well as for delegating and escalating role change requests. 

Test the rules to verify that the user can only view roles they have access to or can request access to. Similarly, test to be sure that 

the manager of the user can view and request only the roles his or her employee can access, and not roles associated with users or 

organizations over which he has no control. Verify if proper preventative controls and approval processes are in place if a user is 

requesting exceptional access, or a role for which they should not be allowed to request access. These kinds of test cases can be 

performed if your organization has an access request system in place or is in the process of deploying one. 

It is very important that a proper training document be created for different actors such as role owners, managers, and business and 

application owners. Arrange separate demonstration sessions to show different actors how they can log into a system to make 

changes to roles, approve or reject change requests, create a role access request, approve or reject a role access request or 

generate reports.  

Provide the training documents to the appropriate actors, have them perform the required tests in the UAT environment and clarify 

any questions they have before the role management process goes live. This training exercise will help the appropriate actors once 

the role management system is in production, and greatly reduce post-production support. 



Now you are ready to port the finalized set of roles to the production systems and integrate them with access request and 

provisioning tools. 

MAINTAINING ROLES 
One of the major things to keep in mind is that “roles” are not something you finish. A role model needs constant and regular 

maintenance, both so it better reflects actual business logic and data, and because that business logic and data is constantly 

changing. 

For those reasons, a good roles project will include a plan to maintain the roles model over time. Some of this is handled by regular 

review, analysis of reports, metrics, and user feedback, and some must be handled by role engineers looking for signs of trouble. 

HOW TO FIND THE WEEDS 

Role engineers must constantly be looking over reports and metrics to find situations that indicate potential problems, as well as 

opportunities to improve the role model. Role management systems should make this easy by providing useful reports, and allowing 

monitoring and notification of various metrics. 

One major part of this regular maintenance is a regular comparison of the role model to “the real world”. Essentially the engineer is 

looking for signs that the business logic, context, and “way of thinking” encoded in the model doesn’t match the way the organization 

works on the ground. 

Differences could indicate something that wasn’t accurately captured in the model, in which case the model must be adjusted, or 

something that happened in the real world that is not allowed by the model, in which case remediation of the “real world” situation is 

required. 

Differences could also indicate an exceptional circumstance—something that doesn’t match the model for a valid reason. The system 

should allow for these, and provide a way to annotate them, so there is a record of the reason for the exception, and some plan to 

regularly review it to ensure the rationale continues to be valid. Essentially, the system should help you make exceptions explicit, 

and help you decide if other deviations are problems with the model or situations in the real world. 

Common Indicators of Model Problems 

In addition to the basic plan-versus-actual comparisons, there are several metrics that provide indications of potential model 

problems. Role engineers should use these, and other metrics that suit the particular deployment, to find model problems early, and 

work with business and IT people to adjust the model (or occasionally the real world data) to resolve the issues. 

Number of Members in Role: This metric can be a warning sign if the number is either very high or very low, although there are 

legitimate cases for both. 

Generally speaking, a very low membership count in a business role or technical role that holds members directly is a sign that a role 

might not provide enough ROI to justify the cost of managing and maintaining it (as well as the second-order costs associated with 

there being more roles in the system, such as long lists to select from.) While there may be a business justification for keeping a role 

(such as it contains several high risk entitlements that only a few people should have, for example), the low membership count 

should at least draw a role engineer’s interest, to ensure the business justification exists. 

There are several legitimate reasons for roles with high membership counts. These include low-level roles held by a large population 

(such as “employee “or “customer”), and base roles in a hierarchy, since membership flows up the hierarchy. High membership 

numbers are typically only an issue if they are found in a role whose entitlement content changes regularly, thus requiring changes 

for a large population of users Engineers should watch for high membership count roles with high entitlement churn because this 

greatly increases management costs. 

In addition, high-count membership roles are potential time sinks for reviews. Where the roles are legitimate, engineers should 

ensure that the high membership count doesn’t create work that has little or no value. For example, there’s not much point in 

making the owner of “employee” role individually mark every employee as legitimately having the role in a review—that should be 

automated using a function such as membership rules.) 

Volume of Role Membership Churn: In addition to the raw count of users, it’s important to watch the volume of changes in the 

number of members in a business role (or a technical role directly holding members) over time. Roles that continually shrink in 

membership may be going out of use, indicating a possible need to retire the role, or to merge it with the alternate role absorbing its 

former members. Roles that continually grow in membership may indicate future management problems, especially when roles that 

weren’t originally planned to be large grow to sizes not planned in the original model. 

Pace of Membership Churn: In addition to raw numbers and speed of growth in a group, the frequency of changes to the 

members within a business role (or a technical role that directly holds members) is also a useful warning metric. Depending on the 

nature of the role, a high number might be healthy, or it might be a serious warning sign. In a role that covers a large population 

that is dynamic (“employees”), this number should be high, and if it isn’t that indicates a problem. In a role that covers a relatively 

small and static population (“board members”), this number should be low, and if it isn’t that’s a definite warning sign that should be 

investigated. 



Number of Entitlements in Role: This metric can be a warning sign if the number is either very high or very low, although there 

are legitimate cases for both. 

Generally speaking, a very low entitlement count in a technical role (or a business role that holds entitlements directly) is a warning 

sign that a role might not be providing enough ROI to justify the cost of managing and maintaining it (as well as the second-order 

costs associated with there being more roles in the system: long lists to select from, etc.). While there may be business justification 

for keeping it, the low entitlement count should at least draw a role engineer’s interest to ensure the business justification exists. 

High entitlement numbers are typically only an issue if they apply to a role in which membership content changes regularly, thus 

significantly changing the authorizations of a population of users. Engineers should watch for high entitlement count roles with high 

membership churn. Because these indicate frequent and significant changes to the authorizations within the organization, they 

indicate a higher possible risk of authorization efforts and, thus, of inappropriate access. 

While high entitlement count roles provide excellent compression of the entitlements that must be reviewed, they introduce the 

possibility that the role is explaining too many things. A business role with 110 entitlements held directly certainly has captured more 

than one logical capability, and abstraction of some of those entitlements into technical roles would maintain the compression of the 

entitlement space while making the business logic of the role much clearer. 

Role Entitlement Change Velocity: In addition to the raw count of entitlements, it’s important to watch how the number of 

entitlements changes over time. Roles that continually shrink in entitlement count may be becoming obsolete, indicating logical 

capabilities that are no longer required and the possible need to retire the role. Roles that continually grow in entitlement may 

indicate a need to revisit its business context to ensure that the logical capabilities the role is meant to represent have changed.  

Roles with Too Much Entitlement Churn: Even if the overall entitlement count doesn’t change, a significant number of changes to 

the composition of the role can be a warning sign that the role may have deviated from its original business context. 

Roles with Significant Missing Entitlements: This is a case of plan-versus-actual being out of line, and calls for either an 

adjustment to the model or to the real work entitlement data. 

Roles with Significant Out-of-Compliance Members or Entitlements: If an explicit membership or entitlement policy has been 

created for a role, and there are a significant number of members or entitlements which do not match it, this indicates that either 

the policy is wrong, that these members should not be part of the role, or that exceptional circumstances exist. Each case should be 

reviewed, exceptions made explicit, and other cases handled by adjustment of the model or the real world data, as appropriate. 

Overall Role Count: The overall number of roles, either across the system or within a particular scoped set such as a department or 

business unit) can indicate potential problems. Very small numbers can indicate poor ROI, lack of compliance (such as departments 

that aren’t developing roles) or poor modeling. Very large numbers can introduce manageability problems, and may indicate the 

need to segregate the model, or to introduce more advanced hierarchies. 

Inadequate Coverage: Perhaps the most important metric of all is the overall coverage of the model—the percentage of user 

entitlements in the system that are explained by the role model. This ties directly to ROI, and should be something that grows over 

time. A shrinking number is a definite warning sign. 

Users with Too Many Roles: Generally business roles map to the way the company thinks about people, which should suggest the 

appropriate number of roles for any user. Users who are members of a significantly greater than standard number of roles may have 

collected privileges they no longer need in their current job. 

ADJUSTING THE ROLE MODEL 

The continuing maintenance of a role model will regularly call for adjustments to the model. Among them are:  

Combining Roles 

Roles that have a significant overlap in members and/or entitlements, and which do not have significantly distinct business context 

associated with them, may be candidates for combination into a single role. Role management systems can detect cases of overlap 

of membership and/or entitlements, but the business context aspect will require consultations with business owners or domain 

experts depending on the type of role.  

This may be triggered by the business in response to real world events (such as the merger of departments or changes to the 

organization resulting in two roles which no longer have distinct business contexts) or may be triggered by analysis of the existing 

role model for largely overlapping roles. 

Identifying New Parents 

The model may sometimes be best improved by creating a new common parent for two or more existing roles. Essentially this a kind 

of refactoring where the common elements of the roles are abstracted up into a newly created parent, allowing the common details 

to be held in one place, and allowing each child role to focus on what is distinct about it.  

The role management system should automate this process, and suggest possible candidates based on overlapping contents. 

However, business context remains key to this exercise. What the system suggests should only be implemented if there is a business 

explanation for what this newly created parent means, and someone can be identified to act as the owner of the new role. 



Sometimes these changes will be driven by changes in the business or how the company thinks about people. Sometimes these 

common parents will identify emergent properties (unpredicted and possibly unpredictable changes in the business environment) and 

will need to be reviewed with the business and IT people to see if there is a business context this emergent property captures that 

the model previously didn’t contain. 

Splitting Roles 

Sometimes one role needs to be split into two or more. Cases where this can happen include: 

 A single role evolving to contain multiple user or entitlement populations. 

 A refinement of business context information, indicating the need to create two new roles to allow newly differentiated cases to 

be distinguished (possibly as two children of a common parent). 

 Real world triggers such as job title divisions or department spin-offs. 

The actual mechanics of creating the split roles and any new hierarchy that’s required should be handled by the role system. 

However, ensuring that the newly created roles have adequate business context and clearly identified owners should remain a key 

goal for the role engineer. 

Discovering New Roles 

Increasing coverage over time almost certainly means that new roles will need to be discovered or created after the initial model 

creation. Even if 100 percent coverage were temporarily achieved, factors such as changes to the real world data and the addition of 

new applications and new entitlements would rapidly cause coverage to fall unless new roles were created in response. 

Ongoing maintenance can involve the discovery of new roles in many ways, including: 

 A different “way the company thinks about users” might trigger the discovery of new business roles 

 The continued creation of technical roles, either as abstractions from business roles or by domain experts to capture additional 

logical capabilities 

 The discovery of new business roles by abstraction from new technical roles 

 The use of user-entitlement clustering analysis to find mathematical clusters that might represent some useful business context, 

and then reverse-engineering the context 

 Targeted role creation to close gaps in the model, such as users or entitlements that aren’t covered by the existing mode 

In all these cases it’s important to ensure that the overall quality and effectiveness of the model isn’t reduced by the new creations. 

Typically this means consulting with the stakeholders before rolling out new roles, and ensuring business context and ownership are 

established for any newly created roles. 

Retiring Roles 

As the real world changes, some roles that were once legitimate parts of the model will become obsolete or redundant. These roles 

will need to be retired to keep the model accurate. As discussed above, there are several indicators of roles that may be candidates 

for retirement. There are also cases where business needs will directly indicate the need to retire roles, such as the context no longer 

exists or there is no identifiable owner. 

In each case the current members and entitlements must be analyzed to ensure that retiring the role won’t harm the members’ 

ability to perform their required functions. Any capabilities the role previously granted that are still needed, perhaps now as part of a 

different business context, should be authorized through some other role before retiring the obsolete role. The actual retirement 

process should be defined as part of the change process. 

CONTINUOUS MEASUREMENT OF THE VALUE OF ROLES 

Maintenance of the role model doesn’t just require the role engineer to keep ahead of changes in the real world, or refining the 

model to more closely match what the company actually does and how it actually thinks. It’s also about continuously ensuring that 

the model provides the best possible return to the organization.  

 

Methods of measuring the value of the model are discussed later in the document, and should be kept in mind as regular role 

maintenance occurs. There’s no point making the model “more accurate” if the changes reduce its value to the organization. 

EFFECTIVENESS OF ROLES 

While role value can largely be measured “externally” by the effect the role model has on other parts of the overall access 

governance solution, it’s also important to understand the effectiveness of individual roles—in other words, to what extent they add 

to the model’s overall utility. 



 

Coverage Over Entitlements 

For example, the number of entitlements a role covers indicates the extent to which it helps simplify and explain the access users are 

authorized to have. 

At a model level you want to understand what percentages of entitlements are covered by roles globally and per application and/or 

collector, since this translates directly to a reduction in the complexity of user entitlement reviews. In fact, for any given user 

population you can calculate the compression ratio, or the amount by which the number of user entitlements in a given user 

entitlement review shrinks with the introduction of a given role model. 

This coverage number can also indicate how much the complexity of access requests can be reduced, although the relationship here 

is somewhat indirect—the higher the coverage number, the more likely a user needs to request only roles and not individual 

entitlements. With a high coverage number, the reduction in complexity is dramatic. These benefits are particularly obvious in 

systems which allow customized access request palettes, since the roles (with all their obvious meaning, and attached business 

context) can become very powerful when used with such customized request lists. The extent to which this is done in any given 

deployment can also be measured 

Accuracy Measures 

In addition to speeding up reviews and requests, the role model should make them both more accurate. Since the roles explain some 

percentage of the entitlements in a review, they allow reviewers to focus on the “out of role” entitlements.  

This focused attention means less of a chance of error while reviewing those entitlements, particularly the risk of missing 

inappropriate access due to inattention or time pressure. On the access request side, the relative simplicity of requesting one role 

(with a clear name, description, etc), rather than a complex set of granular entitlements from across several applications will result 

in fewer errors. This is especially true for errors around: 

 Failures to request a required entitlement, and 

 Requests for entitlements that are inappropriate and/or not required. 

Use of a rules system to automatically assign roles based on some criteria takes this simplification up an order of magnitude. Not 

only does the user get the correct entitlements, but he or she gets them without even realizing they must request them. 

Exception Level 

For cases where roles include explicit policies around membership and/or entitlements, the “out of compliance” numbers mentioned 

above can be used to resolve problems with the model or with the real world data, leaving only legitimate exceptions. The number of 

such exceptions serves as a measure of the accuracy of the role, showing whether the definition is solid or if there are significant 

numbers of exceptions that reduce its effectiveness. The fewer exceptions, the more accurate the role (and in particular the access 

provisioning) that depend on the role’s policy) can be. 

Regular Review of Roles 

No role engineer, or team of role engineers, can monitor all aspects of the role model and all the real world data. Some problems 

and opportunities will become obvious to them from metrics, reports, and analysis. But some kinds of problems (and opportunities) 

are only made visible by a more comprehensive review of the model. 

To assure these insights, organizations should plan a regular review of the role model which will involve the business people, domain 

experts, IT people, and role engineers, in much the same way they were all involved in the initial discovery. The review process 

should be much less time intensive for everyone than the initial planning/discovery, of course, since it’s more of a formalized sanity 

check of the model than a creative effort. This regular review allows the right people to confirm that the model: 

 Correctly captures how the organization thinks about users and logical capabilities, and the relationship between them 

 Has the right members and entitlements in the right roles 

 Has correctly defined the explicit membership and entitlement policy 

 Has created the hierarchy correctly, if there is one 

 Contains accurate current business context and description for the roles 

 Contains the correct current role ownership information. 

More than anything else, a regular review process causes all the stakeholders to step back and think about the model, and the ways 

in which it could be improved. This is something that might not happen during day-to-day interactions. 

Change Process for Roles 

Earlier sections of this document covered the need to define a change process for roles, a process that obviously needs to be 

followed when making changes as part of the ongoing maintenance of the role model.  



In particular, thought needs to be given to how the regular role review process interacts with the day-to-day change process for 

roles. It’s likely that a role review process may result in a significant number of changes to the role model, and the review process 

should incorporate this. . It should also provide for communicating to users any relevant information about the changes made as a 

result of a review. 

REALIZING AND MEASURING THE BENEFITS OF ROLES 
Once a role model is in place, there are many benefits to be realized. A key part of a deployment is to ensure visibility for these 

benefits, as well as to measure them and make them as quantifiable as possible. Visible, measureable benefits are what leads to a 

deployment being judged a success. 

USING ROLES WITHIN REVIEWS 

The use of roles within a review process could be where the benefit of a good role model is both most dramatic and most 

measurable. 

A good role model results in a very significant compression of the number of items that must be reviewed, by grouping multiple 

entitlements into sets that come with business context built in. It allows you to go from reviewing a user with 100 entitlements, each 

of which must be considered individually, to reviewing a user with four business roles and five direct entitlements. If the role 

definitions are right, you only have to review whether it makes sense for the user to be in the four business roles, which is done by 

referring to their meaningful and easily accessed (if not self-evident) business context. At that point, you’ve completed 95 percent of 

the work that used to be required. 

A good role model also means there is very little chance of erroneously or accidentally revoking individual entitlements that the user 

requires (or should be authorized for) since the entitlements that are explained by roles come with a built-in justification. Accuracy 

increases, while error rates and the need for costly remediation drops. 

In addition to increasing the speed and accuracy of reviewing entitlements that are explained by roles, the deployment of a good role 

model also improves the review of entitlements that are not explained by roles. The compression of the review means that reviewers 

will spend a lot less time on them, reducing the chance of errors due to fatigue or tedium. 

The fact that those reviews that aren’t covered by roles are, by definition, “not explained” means that attention can be focused on 

them. This makes is less likely that inappropriate access will be maintained, as reviewers are likely to be more suspicious of the 

“unexplained” or “exceptional” access. Since any inappropriate access will, by definition, exist among those entitlements not 

explained by a good role model, having users focus their attention on these entitlements can only yield improved accuracy and 

decreased risk. 

The compression rates and time reductions are easily quantified, and make excellent proof of ROI, since they translate immediately 

into dollars. 

The reduction in errors and the cost of remediation, as well as in organizational risk from improved identification of inappropriate 

access, are also very significant benefits, but are harder to measure. Making these benefits visible requires both baseline numbers 

from before the role model was put in place and on-going statistics from after its deployment. While quantification of these benefits 

is complex, demonstrating them and making them visible is trivially easy, and raising their visibility contributes to a successful 

deployment. 

USING ROLES WITHIN ACCESS MANAGEMENT 
A well-developed and well-maintained role model can provide benefits to access management operations in a variety of ways. Among 

them are: 

Admin Request 

One of the most common access management operations is for someone (the “admin”) to add or remove access for a user. The 

traditional problem here is complexity. Depending on who the admin is, how technically savvy they are, how many entitlements the 

system manages and how well they are organized, finding the right combination of entitlements to provide a particular user for a 

particular goal can range from challenging to impossible. The problem of knowing which entitlements it is necessary, or safe, to 

remove from a user to achieve some business goal can be equally thorny. 

The introduction of a good role model helps with this tremendously. Instead of creating combinations from a palette of millions of 

individual entitlements, the admin chooses from a much smaller palette of roles, each of which comes with meaningful business 

context. And, of course, those palettes can be limited or enlarged depending on the kind of change required. Adding a user to a 

project? Look at a list of “project”-style business roles. Giving a user the ad-hoc ability to work on code associated with a particular 

product? Look at a list of technical roles owned by that business unit. 

A key point here is that without a roles model, the administrator, who is likely to be a business user and not an IT specialist, has to 

choose the right combination from a very large number of IT entitlements that are likely to be meaningless to him. With a role 

model, the user can take a natural language business objective and easily map it onto a role without needing to understand the IT-

level details. This isn’t just making selection simpler: in many cases it’s making it possible. That kind of benefit is almost 

immeasurable, because it empowers the administrator to make changes that previously required the involvement of IT professionals, 



and were typically a bottleneck on the organization. Pushing the ability to make these changes to these business administrators 

removes that bottleneck and allows for much greater organizational efficiency. 

Similar benefits exist in terms of simplifying the removal of access. Removing someone from a particular project? Instead of picking 

through all their access rights trying to determine which entitlements were originally granted because of a specific project, just 

remove one role and you automatically remove all access the user had through that role, and only that access. 

This simplification results in increased speed, because the admin can find what he wants to add or remove much more easily. There’s 

no need, for example, to look at many different entitlements and try to determine which the user might need, and no need to 

compare the user’s current entitlements with some theoretical set. And at every step up the chain approval is also much simpler, 

since the approvers see both the package and the implicit business justification for it. 

In addition to speed, there is an increase in accuracy and a reduction in error. You don’t add entitlements that aren’t actually 

required for the business purpose, and you don’t accidentally remove (or fail to add) entitlements that are. This results in less time 

lost remediating errors, and an overall increase in operating efficiency. 

These benefits are very simple to demonstrate. Pick any kind of business change that’s covered by the role model and compare the 

process of trying to make the change at the direct entitlement level versus making it at the role level. The significant benefit should 

be obvious, both in simplification, and in the fact that it’s possible to map a natural language business objective onto a role in a way 

that isn’t with a set of low-level entitlements. 

Simple metrics can track the reduction in the number of palettes, especially if custom palettes or “access views” are adopted. 

Human-computer interaction testing which measures how long it takes users to perform tasks can quantify the reduction in the time 

required to accomplish a particular access change, and it is possible to track this speed improvement over time as well. Simple 

metrics can also track overall time to process a request, which will drop with a good role model due to the simplification of approvals. 

Some of the other benefits are more complex to quantify, but ongoing metrics can track reduction in errors and increased accuracy, 

especially against a pre-role model baseline. Some of the error reduction will actually show up in a reduction of revocations in later 

reviews, or a reduction of self-service requests. 

Tracking the benefits of enabling changes by providing a mapping to natural language business objectives requires a comparison to 

the previous situation. With adequate “before” data, it should be easy to show how these changes were much more complex in the 

past and involved a larger group of people, and how in the “roles world” it’s possible for business-type administrators to make the 

changes without having to interact with other potential organizational bottlenecks. 

Self-Service Requests 

The benefits a role model provides for a self-service request are quite similar to those for an administrative change request. 

Simplified palettes lead to faster and more accurate requests with better overall processing times, and the existence of roles enables 

users to make types of requests they literally would not have known how to make before the use of roles. 

What’s potentially different with self-service requests is the knowledge level of the user, and the palette of options he or she has to 

choose from. Generally, the “end user” making a self-service request can be expected to be less knowledgeable about the contents 

of the access management system than anyone functioning as an administrator, so any simplification and enablement benefits 

should be larger for them. 

On the other hand, because users generally have a more limit options for access from which to choose, the simplification benefits will 

be less than those for managers. A thorough assessment is needed to weigh the total benefits of an access control system. 

Ad-Hoc Review 

One benefit of roles that is often ignored is the business context they provide during an ad hoc review, such as when someone wants 

to know what access “Joe” has without going through a formal review process. In a deployment without roles, what the reviewer will 

see is a list of granular entitlements, with no context. In a deployment with roles, they will see a list of business purposes and a list 

of exceptions and/or unexplained granular entitlements. All the entitlements explained by roles come with a built-in justification. The 

answer to “Why does Joe have entitlement X” is obvious by inspecting the entitlements explained by roles. This is a non-trivial 

benefit for ad hoc analysis of user access. 

Audit Review 

As with the ad hoc review, the addition of business context within a roles model also helps more formal audits. The auditor does not 

see a contextless list of 100 meaningless IT entitlements. Instead he sees five business roles, each of which has an explicit 

membership policy, definition and rationale. Those roles contain several technical roles, each of which represent a logical capability 

required by (or authorized for) the business purpose of the business role containing it. Each technical role contains IT entitlements. 

Every entitlement now comes with a “This user has this entitlement because he is an X, and X’s need to do Y, and this is part of Y” 

(the business context for why the user must perform a specific function). 

ENFORCING POLICY WITH ROLES 

Access certification and management are not the only areas where a good role model provides benefits. Products that manage rules 

or policies gain many new capabilities in a deployment with roles. 



Using Rules With Roles 

The existence of roles allows for the automation of existing business logic that might be encoded in rules or policies. For example, 

roles provide a richer metadata environment to guide the behavior of rules related to access management. Rules can behave 

differently, or take different actions, in response to entitlements that arise from roles than from “unexplained entitlement.” 

Operations involving roles can be used to trigger rule processing in new ways, and workflow process can leverage role metadata in 

making decisions and triggering role operations. 

Metadata/Data Classification of Roles 

Rules can also be used to automate policy around the interaction between roles, and between roles and classes of users. If the 

deployment supports rules that define pools of users based on common attributes, or relationships to other objects (such as group 

memberships or holding a common entitlement) as well as pools of roles based on role metadata, the rule system can be used to 

automate a number of high-level policies. These would include cases such as: 

 Mutually exclusive classes or role classes: These policies dictate that certain kind of users shouldn’t have certain kinds of roles, 

for example, “developers shouldn’t have access to finance roles”. These policies are much like those written directly against 

classes of entitlement, but benefit from the abstractions and the fact the roles span applications.  

 Mutually exclusive roles: These policies dictate that users in role “A” shouldn’t also be members of role B, or more generally that 

users who are members of roles in one class shouldn’t also be members of roles of another class. This is roles-based SOD and 

becomes very powerful in deployments with a good role model. It also makes SOD logic tremendously simpler to manage and 

understand 

 Complementary roles: This is the flip side of mutually exclusive roles, and refers to policies that define sets of roles that should 

appear together. 

In all of these cases the actions the rule takes can range from logging violations to automatic remediation. The benefits here aren’t 

related to the specific response, which will be dictated by organizational policy, but rather to the fact that the existence of the roles 

opens up role/policy operations to working at a higher level of abstraction, with objects that appear simpler, and which carry 

meaningful business context. 

Rule-Based Role Provisioning 

Perhaps the most important example of a roles model and rule/policy system working together is rules-based provisioning. We 

earlier described how roles carry an implicit membership policy and that in many cases that policy can be made explicit. In those 

cases it suddenly becomes possible to use that explicit policy to perform rules-based provisioning. 

Systems can be configured to use those explicit policies in a number of ways. For users who match the policy, the system can be 

configured to: 

 Automatically add users who match the policy 

 Generate a request for a role participant to decide whether or not to add matching users 

 Notify a role participant that there are matching users who aren’t members 

 Suggest users who match the policy for membership 

 Track and display users who match the policy but aren’t members 

The same types of actions can be configured for members who don’t match the policy, with the aim of removing them from the 

role. 

When the system is configured to use these policies to automatically add matching members and remove non-matching members, 

you’re doing rule-based provisioning. The benefits are obvious: It eliminates the need for an administrator to find the right roles and 

assign or revoke them. Instead the roles that a user matches are automatically assigned to him, and any he has that don’t match the 

policy are revoked. 

This can automate the “joiners, movers, and leavers” process across the organization, resulting in tremendous increases in efficiency 

and reductions in cost and risk exposure. New employees are automatically provisioned with the right access. Employees who change 

functions automatically get the new access they need, and lose the old access they no longer need. People leaving the organization 

automatically and quickly have their access rights removed. 

These rules can operate across multiple axes simultaneously. A new user might automatically be put into one business role because 

of his job code, another because of his location, and another because of his title, as well as into a role in a specific project because 

he was created as a member of a particular directory group. It all depends on how the roles are defined and what their membership 

policies are. 

In addition to automating these processes, the creation of explicit membership policies for roles can also help identify users who are 

members but do not match the policy. Even if automated revocation is not used, this helps raise awareness of exceptional access 

and drives documentation of explicit exceptions or removal of inappropriate access. If such actions are required frequently enough, 

they can signal the need for changes in the policy. 



The same is true for finding users who should be in a role but are not, and either remediating the situation or documenting an 

exception for that user. This also helps track when a critical mass of exceptions is reached, to again trigger the need to examine the 

policy for possible changes. The extent to which benefits are realized depend on the goals of the particular deployment. In cases 

where automating even some roles is possible, its tremendous benefit should be made visible and quantified. 

CONCLUSION 
Effective role definition, deployment and management requires a delicate orchestration of business and technical data that create 

benefits across the spectrum of access governance activity from certification to access request. The constant measurement of role 

management benefits is necessary for the promotion and adoption of role management across the enterprise. Because participant 

feedback is of utmost importance in tailoring the role management strategy, the project should be done in focused and manageable 

phases. This also controls the risk to the overall access governance operations in place. Roles management creates operational 

efficiency for organizations and indicates access governance maturity, but demands feedback and strategy for active promotion and 

adoption across the enterprise. 
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